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Abstract—In this paper, an algorithm is proposed to au-
tomatically produce hierarchical graph-based representations
of maritime shipping lanes extrapolated from historical vessel
positioning data. Each shipping lane is generated based on the
detection of the vessel behavioural changes and represented
in a compact synthetic route composed of the network nodes
and route segments. The outcome of the knowledge discovery
process is a geographical maritime network that can be used in
Maritime Situational Awareness (MSA) applications such as track
reconstruction from missing information, situation/destination
prediction, and detection of anomalous behaviour. Experimental
results are presented, testing the algorithm in a specific scenario
of interest, the Dover Strait.
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I. INTRODUCTION

In recent years, maritime surveillance has become an in-
creasingly active research field due the broad range of activities
covered and for its direct implications with security, safety,
economy and environment. Maritime transportation has been
placed as main trade means of transportation representing
approximately 80% of the global trade by volume [1]. In
Europe, it is estimated that “almost 90% of the EU external
freight trade is seaborne” [2]. Its direct implication with
international trade reflects its direct impact in the economy.
Moreover, maritime transportation also involves the transport
of human beings, “more than 400 million passengers embark
and disembark in European ports every year” [2], implying
safety and security concern. Maritime surveillance, thus, rep-
resents a challenging research area, covering a wide range
of activities, e.g. irregular migration, piracy, fisheries control,
traffic monitoring, etc. The ultimate and common objective
is the understanding of activities at sea, the projection of
the situational picture into the future and the detection of
unusual behaviour which could imply a potential threat in the
maritime domain. In particular, maritime anomaly detection
is a challenge whose main objective is defined as “finding
unusual behaviour in the maritime domain and evaluating its
threat potential to improve people security” [3]. In this regard,
diverse techniques were developed and numerous systems
deployed (see e.g. [4]). The great variety of data acquisition
systems related to Maritime Situational Awareness (MSA),

including ship self-reporting data, terrestrial and satellite based
observations, provides large coverage of the maritime territory
(focused on the coastline rather than in high seas) and vast
amounts of information, generating bottlenecks between the
data acquisition, data processing and knowledge discovery
stages.

Despite numerous approaches have been proposed in the
literature for diverse scenarios, from counter-piracy to ille-
gal fishing detection, anomaly detection in traffic monitoring
remains largely unexplored. Automatic Identification System
(AIS)1 is currently becoming a cornerstone for MSA, well
beyond its original use. Given the progressive increase of
networks of terrestrial and satellite based receivers it is now
possible to monitor and track a big portion of maritime
traffic worldwide, thus enabling advanced activities such as
knowledge discovery and anomaly detection. In the literature,
anomaly detection is an active research line in numerous
sectors such as video surveillance, security over internet or
maritime security [6], [7], [8], [9], [10], [11]. The common idea
is that patterns of normality can be used to detect unpredictable
or unexpected patterns. The diversity in the data under analysis
facilitates a variety of techniques and algorithms to create
models and to detect outliers. Video and maritime surveillance
base their analysis on different acquisition methods (CCTV
cameras vs AIS systems). However, both fields focus on
the analysis of the spatio-temporal evolution of the objects.
Hence, trajectory representation is currently an active research
field. Gaffney et al. [12] presented a trajectory clustering
method based on probabilistic models. Trajectory analysis and
modelling was used in [13] to classify objects using Fuzzy
Logics. In [14], the authors applied trajectory analysis for
scene understanding, segmenting trajectories using Common
Appearance Intervals and measure trajectory similarity based
on the location, spatial relation and direction of the trajectories.
Although multiple applications have been presented to model
trajectories, trajectory representation using graph theory is a
relatively new research area in video surveillance, where some
approaches have been presented recently [6]. Specifically, in
maritime surveillance vessels trajectory representation based
on networks is greatly unexplored.

1Ships of 300 gross tons and upwards in international voyages, 500 tons
and upwards for cargoes not in international waters and passenger vessels are
obliged to be fitted with AIS equipment as regulated by the IMO Safety of
life and sea (SOLAS) [5].



In this paper we propose to automatically generate geo-
graphical maritime networks, extrapolating vessel behaviours
revealed in historical data to represent typical vessel trajec-
tories. The approach introduced is based on the underlying
idea that vessels typically follow some de facto standardised
maritime routes due to several reasons e.g. existing protected
sea areas where maritime traffic is prohibited, regulated traffic
due to vessel highly congested areas, well-known security
threats or simply due to currents and fuel-efficiency aspects.
Based on the hypothesis that vessels typically follow these
pre-defined routes, the extrapolation of this knowledge and its
application to design maritime geographical networks would
contribute towards maritime traffic monitoring, vessel ab-
normal behaviour detection and early threat detection. The
automatic maritime network representation system proposed
hereafter is based on i) a hierarchical graph-based extraction
algorithm and ii) an automatic maritime lane extrapolation
method from historical data. The results of the method are here
presented for a particular scenario, the Dover Strait, planning
to be extended to reach a global scale.

The remainder of the paper is organized as follows. The
architecture of the proposed system is detailed in Section II.
Sections III and IV technically describe the main blocks of
this representation and the method to derive them. where each
of the contributions will be technically described. The system
evaluation is presented in Section V, including the dataset and
ground truth description as well as the performed experiments.
Finally, the paper ends with a discussion on the conclusions
and future work in Section VI.

II. MARITIME TRAFFIC REPRESENTATION SYSTEM

AIS data usage has recently expanded beyond the initially
designed applications (i.e. collision avoidance) to become a
precise source of maritime traffic information including the
vessels present in the maritime scene, their behaviour, their
spatio-temporal evolution, their historic movements, etc. Our
approach proposes to make use of historical AIS data to
detect and synthesise de facto maritime routes to automatically
depict maritime traffic in a graph-based topology. The creation
of maritime networks envisages to provide simple vessel
trajectory representation, to facilitate trajectory matching, to
reduce the trajectory storage space by using the synthetic
representation and to contribute towards the early detection
of maritime anomalies and potential threats.

Maritime Traffic Representation System (MTRS) proposes
an unsupervised maritime network generation, extrapolating
vessel behaviours from AIS historical data. MTRS is built as a
hierarchical algorithm, where the maritime network is a graph-
based structure designed with different levels/layers. Graph-
based networks are essentially built to represent maritime
traffic as a set of nodes and routes in the area of interest.
In the proposed scenario, the nodes represent the entries, exits
or stationary points (ports) of the surveyed area and the routes
connect the nodes according to the analysed data. However, a
one layer network presents a rather simplistic approach and
neglects real-world situations. For instance, maritime regu-
lations in high traffic density areas or confined waterways
establish non-crossing points or one-direction lanes to facilitate

navigation, also known as Traffic Separation Scheme (TSS)2

[15]. In an attempt to tackle more complex situations, MTRS
proposes a two-stage hierarchical maritime network. The first
layer represents the basic and visible elements of the network:
nodes (e.g. entry/exit areas and port/stationary areas) and
routes (segments). The second layer provides granularity and
precision to the system, considering that a vessel trajectory is
composed of a sequence of latitude and longitude coordinates
as well as numerous changes in direction. Thus, the second
layer subdivides the maritime routes into tracklets (segments).
The division points, breakpoints, determine areas where ves-
sels typically perform a change in their behaviour, based on
their spatio-temporal evolution. Breakpoints represent the inner
nodes of the maritime network (refer to the example shown in
Figure 5).

The unsupervised network design and information extrap-
olation requires a knowledge discovery process represented
in Figure 1. As shown in the pipeline, the MTRS comprises
two steps to perform unsupervised graph representation of the
maritime traffic inferred from AIS data and assuming no use
of prior knowledge on the monitored scenario. First, waypoints
of interest are detected and subsequently managed considering
them as evolving entities, which appear, expand, merge, etc.
Moreover, routes are derived by clustering vessel positions
between waypoints as discussed in Section III. Finally, in
Section IV, the Geographical Maritime Network Construction
is presented. The objective is to learn the associations between
the derived routes and entries/exits/ports and search for a
schematic but representative route description. The Maritime
Network construction algorithm comprises two stages, i) the
detection of vessel behaviour changes implying a segmentation
of the routes and ii) the synthetic representation of the route
segments and their association to create maritime lanes.

III. WAYPOINTS AND ROUTES DETECTION

Entry/Exit gates are created and dynamically updated,
when a vessel enters/leaves the area of interest, generating
“birth”/“death” events (corresponding to the transition of the
vessel status from “transmitting” to “lost” and vice versa).
Ports identify local ports, offshore platforms and stationary
areas, detected by speed gating. The last observed displace-
ment in the vessel position is used to estimate an expected
speed in order to validate the field Speed Over Ground (SOG)
in AIS messages which can be unreliable if used in detecting
stationary events. As in video surveillance applications (see,
e.g., [16]), entry and exit gates depend on the area under
analysis, while ports are reference points and, hence, invariant
with respect to the specifically monitored area. They will be
used as the main nodes in the creation of the topological traffic
network.

Both Ports and Entry/Exit gates are created, expanded
and merged progressively using an incremental Density-Based
Spatial Clustering procedure (see [17] and [18]), where the
clustering parameters are set based on specific traffic density,
intensity and regularity in the area of interest. Density-based
clustering methods have shown to be particularly convenient
in the maritime applications since they do not need a pre-
set number of clusters and they can detect clusters of arbitrary

2Traffic separation Scheme (TSS) was approved by the International Mar-
itime Organisation as ships routeing system for collision avoidance [15].



Fig. 1. Maritime Traffic Representation System

shapes (as in the case of stationary areas for fishing activities).
Additionally they can also be used to classify noise points in
the data which can be discarded in order to get a cleaner picture
of the main patterns in the monitored area.

More specifically, DBSCAN forms clusters of elements, on
the basis of the density of the points in their neighbourhood.
Given a specific point p, if the cardinality of the neighbourhood
of a given radius Eps is greater than a certain minimum
threshold for the number of point in the neighbourhood, then
such points are density-reachable from p and belong to the
same cluster. Moreover, two points p and q are density-
connected if there is a third point o such that p and q are
density-reachable from o. Points that are density-connected
to each other belong to the same cluster, and points that are
density-connected to any point of the cluster are also part of
the cluster. In this framework, those points that are not density-
connected to other points do not belong to any cluster and are
considered as noise.

Once the waypoints are derived, the positions of the
vessels transiting between these waypoints are clustered and
routes connecting the waypoints are formed. The route clusters
include also both static information related to the type of
vessels, and dynamic features. As for the waypoints, the routes
are dynamic clusters which follow the evolution of waypoints
accordingly. The routes are activated when a minimum number
of vessel trajectories is detected. This set of routes represents
the input information that is used to derive the geographical
maritime network representation over the considered area.
The approach reflects the knowledge discovery process of the
Traffic Route Extraction and Anomaly Detection (TREAD)
methodology which is further described in [19], [20] and [21].

IV. GEOGRAPHICAL MARITIME NETWORK
CONSTRUCTION

The Waypoint and Route Detection process provides the
Geographical Maritime Network Construction stage with a set
of routes, which are self-contained structures defined by a
set of attributes. Thus, each route, R, presents the following
features:

• Time (t): vector determining the timestamp when a
certain vessels entered and exited the area of interest.

• Route ID (Rid).

• Number of vessels associated to the route during the
analysed period of time (N ).

• MMSI list (MMSI): list of the MMSI numbers of
the vessels associated to the route.

• Ship type code (STC) list: each vessel included in
the MMSI list is categorised with a ship type code,
ranging from 20 to 99 3.

• Way in/out (In/Out): associates the route with one
of the Entry/Exit or port areas previously detected in
the scenario under analysis.

• Points (P ): each route contains a closed set of co-
ordinates and features that define its spatio-temporal
evolution. Hence, each route is accompanied by a list
of vectors describing the points. A point is defined as
vector with the following elements: position (xi, yi),
Course Over Ground (COG), Speed Over Ground
(SOG), MMSI number and timestamp as derived by
the AIS data standard [22]. Formally, a point is thus
defined as:

Pi = {xi, yi, COGi, SOGi,MMSIi, ti, STCi, InOuti}

The Geographical Maritime Network Construction process
receives the described information as input to model and
synthesise the vessel behaviours in the scenario under analysis.
The process comprises two steps, Breakpoint Detection and
Maritime Lane Association. The former, Breakpoint Detection
process, assumes that maritime routes are sets of complex
trajectories, composed of multiple changes in the vessel imme-
diate direction, due to environmental factors, in an attempt to
maintain a final direction. However, the evolution of the vessel
coordinates is analysed to determine points where the vessel
behaviour changes, breakpoint, implying not an instantaneous
but a stable change of direction. The detection of such points
establishes a clear division of the trajectories into segments
called tracklets, which present different properties. The latter,
Maritime Lane Association, recalculates the breakpoint cen-
troids as well as connects the route tracklets, reconstructing
the route using a schematic representation, requiring a com-
paratively smaller storage. The ultimate objective of the Geo-
graphical Maritime Network Construction is to schematically
represent maritime routes, enabling i) early anomaly detection,
ii) real-time comparison between the newly detected vessels
and the maritime network routes and iii) worldwide maritime
routes representation requiring a reduced storage. Thus, the
Geographical Maritime Network Construction faces a trade-
off challenge, to minimise the number of breakpoints and
tracklets dividing the routes to maintain a network with low
complexity and storage requirements, while still maximising
the goodness of fit of the synthetic routes. This can be

3The type of vessels together with other technical characteristics for AIS
systems are defined in [22].



measured by calculating the Root Mean Square Error (RMSE)
as further described in Section V-B.

A. Breakpoint Detection

An approach to detect and model the vessel behaviour
changes is here presented. Vessels perform constant changes in
their heading in an attempt to keep a final directionality. How-
ever, their trajectory should follow de facto routes, which can
be primarily identified by initial/final points and intermediate
changes in the direction. Despite the continuous changes in the
heading, vessels rarely present large COG variations. Based on
this assumption, the Course Over Ground Breakpoint Detector
considers that the main indicator of the vessel spatio-temporal
behaviour is their variation in the Course Over Ground (COG).
Thus, in this approach a breakpoint is activated whenever a
large and stable cumulative variation of the COG is detected
among vessels transiting the area. The breakpoint detection
process comprises four steps. First, the Waypoint Detection
algorithm estimates the location of the entries, exits and ports
(refer to Section III). To construct the maritime network, the
exact location of the waypoint centroids must be estimated.
Fuzzy C-means Clustering (FCM) [23] is applied to calculate
such centroid and thus to obtain first layer of maritime network
(external nodes). Second, the detected routes present a large
number of points from different vessels which overlap in
time and space. To ensure accuracy and representativeness,
the COG of the route is smoothed. The smoothing process
divides the routes into equally-spaced neighbourhoods, whose
representative COG is computed as the circular mean of all the
points located in the neighbourhood. As a result, a smoothed
subsampled COG vector is obtained to represent the route.
Third, the detection of the behaviour changes relies on the
route COGs standard deviation4, which is calculated using a
sliding window 5 . The peaks within the route COGs standard
deviation vector are detected and then thresholded to remove
local maxima and to isolate the maxima which imply a change
in the vessel trajectory and therefore in their behaviour. The
thresholding value is empirically selected (the experiments
revealing the selection of the threshold are presented in Section
V). Fourth, once the maxima are pre-selected, these points are
projected in the Latitude-Longitude space. An area of interest
is created around these maxima in order to consider all the
neighbouring points for the breakpoint computation. All the
points within this area are clustered using FCM to calculate
the centroid and so the route breakpoint. The objective is
to increase the representativeness of the breakpoints and to
merge possible close maxima reducing the amount of route
tracklets and so simplifying the maritime lane description. As a
result, a set of breakpoints are detected per route, representing
the inner nodes or nodes composing the second-layer of the
Geographical Maritime Network. Their association and the
maritime lane creation is further detailed in Section IV-B.

B. Maritime Lane Association

Once the vessel behaviour changes have been detected,
breakpoints, a list of centroids determines initial and final

4The statistical computations regarding the COG are here measured with
circular statistics (e.g. circular mean, circular standard deviation).

5Note that in the rest of the paper such window is referred as averaging
window or averaging sliding window.

Fig. 2. Course Over Ground Breakpoint Manager

Fig. 3. Maritime Lane Manager

points of the route segments. Using these centroids, the Mar-
itime Lane Manager (refer to Figure 3) applies a hierarchical
algorithm to reconstruct the synthetic routes. Starting with any
entry or port, the Maritime Lane Manager first searches for
the closest breakpoint and establishes the connexion, building
a linear tracklet. This process is repeated to all the routes,
creating a hierarchical information structure, where the main
entity is the Maritime Network. A maritime network contains
N Maritime Lanes and Maritime Lane contains L Tracklets.
This in-built hierarchical process results in a network, created
from AIS historical data and representing the maritime routes
in the area of interest, whereby entry/exit and ports are first
layer of the network, and breakpoints are the inner network
nodes.

Fig. 4. Dover Strait Maritime Traffic. (Left) Historical maritime traffic.
(Right) Extracted maritime traffic routes.

V. EXPERIMENTAL RESULTS

In the following paragraphs, the dataset & ground truth
is described while the proposed approach results are detailed.
In Section V-B, the goodness of fit of the synthetic routes is
analysed considering the optimisation of several parameters,
such as COG threshold, size of the COG averaging sliding
window and total number of tracklets. The targeted objective
was to estimate the most accurate synthetic routes while max-
imising the compression of the data and therefore minimising
the number of breakpoints directly linked to the number of
tracklets.

A. Dataset & Ground Truth

The scenario analysed in this work is the Dover Strait, one
of the shipping lanes presenting the highest traffic density in
Europe and worldwide. Hundreds of vessels cross the Strait
daily, many of them carrying dangerous cargoes leading to
significant safety and environmental risks also because of



Fig. 5. Example of a real route and its synthetic representation. The synthetic
route is composed by the maritime network external nodes (entry/exit/port),
inner nodes and tracklets connecting them.

the considerable cross-channel traffic. For this reason it was
the first area to be regulated by the International Maritime
Organization (IMO) traffic management route system, i.e. TSS.

The Dover Strait is well covered by terrestrial networks of
AIS receivers, and the traffic regulation provides a valuable
ground truth for the proposed methodology. One month of
terrestrial AIS data has been first pre-processed and then
analysed to extract the main routes in the area as explained
in Section III.

B. Maritime Traffic Representation System Results

The Maritime Traffic Representation System performs un-
supervised graph-representation of the maritime traffic by
detecting the waypoints and routes while later on deriving
the maritime network according to the vessel behaviours. The
waypoint and route detection process is the foundation of
the maritime network construction. Figure 4 shows the raw
information received from the AIS terrestrial receivers (left)
and the detected waypoints and routes (right).

The detected routes and waypoints have been used as an
input for the Geographical Maritime Network Construction (re-
fer to Section IV). The detected routes have been automatically
classified into maritime lanes and unfrequent routes according
to the usage frequency of the route (refer to Figures 6 and 7,
respectively). The Geographical Maritime Network is derived
from the routes classified as maritime lanes.

The first stage to construct the Geographical Maritime
Network consists in detecting vessel behaviour changes. The
proposed approach associated the breakpoints to their variation
of the COG, presenting an algorithm which detected high
variations in the COG circular standard deviation. In Figure
5, a route with three behaviour changes is depicted. The
route is composed of an entry point, an exit point, three
breakpoints and four tracklets. In Figure 8, the route COG
along the longitude direction is presented and matched with the
thresholded COG standard deviation peaks. The figure reveals
the correlation between COG and vessel behaviour changes.

Fig. 6. Maritime lanes in the Dover Strait.

Fig. 7. Unfrequent routes not taken into account for the network generation.



Fig. 8. Breakpoint detection on the route in Figure 5. The COG distribution
is first smoothed (top) in order to filter out noisy values and extract the main
directional trend over the route. The COG circular standard deviation is then
calculated over a sliding window, with the result of highlighting the three main
COG transitions (bottom).

The second stage of the Geographical Maritime Network
construction uses the detected breakpoints to create synthetic
routes. Figure 5 represents a real route and its synthetic
representation. While the real route includes 17793 points, the
synthetic one uniquely stores the entry/exit points, breakpoints
and tracklet. Moreover, SOG and COG parametric represen-
tations could further approximate the relevant punctual values
SOGi and COGi resulting in additional data compression.
Considering that the geographical maritime network is built
by combining all the synthetic routes within the area under
study, the complexity of the problem increases as well as the
space required for storage by multiple orders of magnitude.
The exponential increase of storage for maritime traffic rep-
resentation is a challenge limiting the progress of maritime
anomaly detection and maritime situation awareness research.
Considering maritime traffic impact on the world trade, the
extension of maritime networks to a global scale would ex-
ponentially increase the storage allocated converting maritime
traffic representation in a bottleneck problem.

Maximising the compression of the data consists on re-
ducing the amount of data stored, however, it also implies
representing routes in the simplest way maintaining a balance
between compression and goodness of fit.

The accuracy in terms of goodness of fit related to the
synthetic routes depends on two parameters: i) the COG
threshold value allocated to filter out local maxima and ii) the
averaging window size applied to compute the COG circular
standard deviation. Both parameters have a direct impact on the
amount of breakpoints detected per route and, consequently,
on the number of route tracklets and compression degree. On
the other hand, two factors measure the proposed approach
performance: i) Root Mean Square Error (RMSE) and ii)
number of tracklets (linked to the complexity of the Maritime
Network). The distance between the route point Xr

i = (xi, yi)
and the r−th synthetic route can be represented as the distance
between the point and X̂r

t , the closest of the set of points {Xr
t }

into which the tracklets can be discretised. The RMSE is then
computed for all the nr points of each route and combined for
all N detected routes within the system.

RMSE =

√√√√ N∑
r=1

1

nr

nr∑
i=1

(
Xr

i − X̂r
t

)2
(1)

Figure 9 (left) shows the effect on the RMSE when varying
the averaging window size and COG threshold. As shown
in the figure, RMSE of the synthetic routes increases with
the size of the averaging window as well as with the COG
threshold. Whilst, Figure 9 (right) illustrates the effect on
the detected number of tracklets when varying the averaging
window size and COG threshold, revealing that the number
of tracklets is inversely proportional to the averaging window
size and COG threshold. Both figures demonstrate that a finer
approximation to the real route is obtained with lower COG
threshold and averaging window size, due to the high degree
of granularity. However, this solution presents the constraint of
memory storage allocation. On the other hand, smaller number
of tracklets are obtained by increasing the COG threshold and
averaging window size with the result of increasing the RMSE
and so the synthetic route goodness of fit. Figure 9 highlights
the need to perform a trade-off between the synthetic route
goodness of fit and compression degree.

Figure 10 shows the automatically computed maritime
network representing the Dover Strait and compares it with
the real AIS data from the area. The selected COG threshold
is 3 degrees while the averaging window size is 0.025 de-
grees which corresponds approximately to 1 km. The figure
demonstrates that despite the compromise between efficiency
and goodness of fit, the synthetic routes are in line with the
traffic separation scheme representing the vessel behaviour and
their changes with time.

VI. CONCLUSIONS & FUTURE WORK

This work reports a methodology to extract a geographical
network representation of maritime ship traffic by analysing
historical self-reporting data. The approach can be used to
represent traffic routes over an area of interest in a compact
approximation as well as a reference to perform anomaly de-
tection, situation prediction and track reconstruction. Different
levels of granularity of the representation can be achieved by
operating a trade-off between system complexity and goodness
of fit.

In the future, our research will pursue three targets. First,
broadening the maritime network to a global scale, thus
analysing more challenging scenarios where the maritime traf-
fic is less structured such as the high sea. Second, studying the
relationship between different vessels and maritime networks,
in the attempt to create a vessel type-dependant maritime
network. Third, addressing real-time anomaly detection based
on real-time vessel self-reporting, implying anomaly detection
based on the comparison between the maritime network and
routes.
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Fig. 9. Performance Evaluation of the Maritime Traffic Representation System. Root Mean Square Error of the synthetic routes with respect to the real set of
points (left) and total number of tracklets approximating the system (right). The values are reported against different COG thresholds and averaging window size,
showing that a higher goodness of fit in terms of RMSE also identifies a larger number of tracklets and, therefore, a more complex and articulated representation,
requiring the need for a compromised solution.

Fig. 10. Results of the maritime network synthetic approximation considering a COG threshold of 3 degrees and a COG averaging sliding window of 0.025
degrees.
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